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· Over 8+ years of experience in designing and implementing enterprise-level data models, BI solutions, and data pipelines for seamless data integration and analytics.
· Skilled in managing the entire data lifecycle, including ingestion, integration, consumption, delivery, and analytics, with expertise in system-to-system integration.
· Proficient in Hadoop ecosystem tools like HDFS, Spark, Sqoop, Hive, Kafka, Impala, PySpark, Oozie, and HBase for processing structured and semi-structured data.
· Extensive experience with Azure services such as Data Lake, Synapse Analytics, ADF, Databricks, and AWS services including S3, Redshift, Glue, Athena, EMR, and Step Functions.
· Hands-on expertise in Google Cloud Platform tools like BigQuery, Dataflow, Pub/Sub, and Dataproc.
· Skilled in managing SQL and NoSQL databases, including Oracle, Teradata, MongoDB, PostgreSQL, and SQL Server, with strong optimization techniques and PL/SQL expertise.
· Proficient in data visualization and analytics using Power BI, Tableau, and Alteryx.
· Experienced in front-end development using Vue.js, Angular.js, HTML, CSS, and JavaScript frameworks.
· Advanced knowledge of Python for data analysis and manipulation using libraries like NumPy, Pandas, and SciPy.
· Expert in building and optimizing ETL pipelines and designing data warehouses using star and snowflake schemas.
· Experienced in CI/CD pipeline implementation using Docker, Kubernetes, Jenkins, and version control systems like GIT and SVN.
· Significant healthcare domain expertise, including working with Cerner systems, healthcare claims, and Oracle integrations for data management.
· Skilled in real-time data processing and workflows using Kafka, Debezium, and Snowpipe.
· Expertise in migrating large-scale databases from on-premise systems to cloud platforms such as Snowflake, Azure, and AWS with minimal downtime.
· Proficient in performance optimization techniques such as query tuning, indexing, and schema design for OLTP and OLAP systems.
· Experienced in utilizing CRM and market analysis tools like Salesforce, Veeva CRM, and IQVIA for customer relationship management and market trend analysis.

· TECHNICAL SKILLS:

	Big Data Ecosystem
	HDFS, Yarn, MapReduce, Spark, Kafka, Kafka Connect, Hive, Airflow, Stream Sets, Sqoop, HBase, Flume, Pig, Ambari, Oozie, ZooKeeper, Nifi, Sentry

	Hadoop Distributions
	Apache Hadoop 2.x/1.x, Cloudera CDP, Hortonworks HDP, ADW

	Cloud Environment
	Amazon Web Services (AWS), Microsoft Azure, GCP

	AWS
	EC2, ELB, VPC, RDS, AMI, IAM, EMR, S3, Redshift, Lambda, Kinesis, Glue, Cloud Watch, Terraform, Amazon Aura, SNS, SQS, EBS, Route53, AWS Management Console, AWS CLI

	Microsoft Azure

	Databricks, Data Lake, Blob Storage, Azure Data Factory, Azure Synapse, SQL Database, SQL Data Warehouse, Cosmos DB, Azure Active Directory

	Databases
	MySQL, Oracle, Oracle Cloud, Oracle GoldenGate, Teradata, MS SQL SERVER, PostgreSQL, DB2, SnowFlake

	NoSQL Database
	Cassandra, MongoDB, DynamoDB, Cosmos DB

	Operating systems
	Linux, Unix, Windows, Mac OS

	Software /Tools

	Microsoft Excel, Statgraphics, Eclipse, Shell Scripting, ArcGIS, Linux, Jupyter Notebook, PyCharm, Vi / Vim, Sublime Text, Visual Studio, Postman

	Reporting Tools/ETL Tools
	Informatica, Salesforce, Talend, SSIS, SSRS, SSAS, ER Studio, Tableau, Power BI, Arcadia, Veeva CRM, Data stage, Pentaho, Ignio AIOps

	Programming Languages
	Python (Pandas, SciPy, NumPy, Scikit-Learn, Stats Models, Matplotlib, Plotly, Seaborn, Keras, TensorFlow, PyTorch), PySpark, Bash, T-SQL/SQL, PL/SQL, C, C++, JAVA, J2EE, JavaScript, HiveQL, Scala, UNIX Shell Scripting, JavaScript, HTML, CSS, JSON and XML

	Version Control
	Git, SVN, Bitbucket

	Development Tools
	Eclipse, NetBeans, IntelliJ, Hue, Microsoft Office Suite (Word, Excel, PowerPoint, Access)



PROFESSIONAL EXPERIENCE:

Client: Chicos FAS Florida                                                           Jan 2023 to Present
Role: Data Engineer

Description: Chicos FAS is a high-end fashion retailer known for offering stylish, sophisticated, and contemporary clothing primarily targeted toward women. The brand focuses on creating collections that feature both classic and trendy designs with a strong emphasis on quality, comfort, and versatility. Chicos FAS has a reputation for providing stylish to more formal settings.

Responsibilities:
· Facilitated PostgreSQL database interactions using ORM layers and Python, simplifying CRUD operations and enabling API creation with asynchronous features for efficient request handling.
· Designed and implemented Azure Data Lake for secure, scalable healthcare data storage and led large-scale migrations from SQL Server to Azure, optimizing pipelines and improving accessibility.
· Collaborated with stakeholders to map migration strategies, leveraging Postgres SQL, Azure Data Factory, and Databricks for seamless on-premises-to-cloud transitions using Terraform for infrastructure automation.
· Managed PostgreSQL and other databases for transactional and analytical workloads, developing complex stored procedures and automating data load processes.
· Built and optimized distributed systems and pipelines for scalable data analytics and ingestion from sources like DB2 and Teradata into Azure SQL Database using Azure Data Factory and PySpark.
· Integrated Oracle GoldenGate with Cerner systems for real-time data replication and supported Oracle Cloud environments for healthcare data management.
· Streamlined real-time data processing using Apache Kafka, Snowflake Streams, and Snowpipe, enhancing data timeliness and operational efficiency.
· Created interactive Power BI dashboards and reports with custom DAX measures to support strategic decision-making and visualize healthcare and market trends.
· Automated Azure infrastructure provisioning with Terraform, setting up services like ADF and Azure SQL Database for consistent deployments.
· Developed ETL pipelines and conducted data transformation in Azure Databricks, ensuring efficient data aggregation and loading into cloud storage and databases.
· Enhanced Snowflake performance through query optimization, security management, and automated data ingestion workflows using Snowpipe.
· Utilized SSIS, Azure Data Lake, and Snowflake for incremental data loading, improving synchronization and reducing manual efforts.
· Led proof-of-concept projects using Azure Data Factory and Databricks, ensuring robust data integrity and delivering business value through predictive analytics.
· Demonstrated leadership in troubleshooting, incident management, and team support while delivering consistent results across projects.


Client: Galfar Al misnad (Qatar)                                                                   March 2020 to Nov 2022
Role: Data Engineer

Description: Galfar Almisnad is a leading engineering and construction company based in Qatar, specializing in infrastructure, oil & gas, and industrial projects. With a strong reputation for quality and reliability, it provides services across sectors like civil engineering, mechanical, and electrical works. The company is known for its commitment to safety, sustainability, and timely project delivery. Galfar Almisnad has been a key player in Qatar's development and economic growth.

Responsibilities:
· Utilized big data technologies like Hadoop, Spark, and cloud services to handle large-scale data analysis, developed APIs using C#, and automated multi-dimensional cubes with SSIS.
· Implemented predictive analytics and machine learning models while maintaining stored procedures in AWS Redshift for efficient data processing and reporting.
· Gathered and processed data from multiple sources, including IoT devices, financial records, and operational systems, ensuring data quality through cleaning and transformation.
· Architected hybrid cloud data pipelines integrating AWS and Azure, enabling optimized healthcare data analytics and seamless on-premises-to-cloud migrations.
· Streamlined real-time data streaming from AWS S3 using Spark for transformation and aggregation, maintaining up-to-date models in HDFS.
· Designed Snowflake schemas, developed DBT models, and conducted data quality checks, ensuring compliance and data integrity.
· Automated ETL workflows with Airflow and developed custom PySpark scripts for data operations like UDFs, merges, and aggregations.
· Leveraged Terraform for AWS infrastructure setup, automating AWS Glue and Redshift cluster deployments, and managing resources such as EC2, S3, and VPCs.
· Configured Power BI for advanced reporting, including KPI tracking, SWOT analysis, and interactive dashboards tailored to business needs.
· Migrated legacy applications to AWS, maintaining Hadoop clusters on EMR, and developed Glue ETL processes for seamless data integration into Redshift.
· Built and managed ETL pipelines with DataStage and Airflow, optimizing batch processing and improving system performance.
· Automated data warehouse loads with UNIX shell scripts, implemented monitoring solutions using Ansible, Terraform, Docker, and Jenkins, and ensured system reliability.
· Integrated AWS DynamoDB with Lambda for scalable data storage and automated ingestion processes across APIs and cloud services.
· Managed compliance with financial regulations and optimized financial reporting using Oracle EBS modules for General Ledger and transaction management.

Client: Siemens, (Qatar)                                                                                                        October 2017 to Feb 2020
Role: Big Data Engineer

Description: Siemens Qatar, a leader in innovative technology solutions, undertakes large-scale projects in energy, transportation, and infrastructure. My role as a Big Data Engineer involved designing and implementing big data architectures and data pipelines for efficient processing and analytics. I worked on advanced big data technologies and cloud-based solutions to optimize data workflows and support Siemens' smart city and digital transformation initiatives.

Responsibilities:
· Designed AWS Big Data architectures for efficient data lifecycle management, including collection, ingestion, processing, and visualization.
· Developed PySpark frameworks for data cleansing, aggregation, and de-duplication in HIVE, with end-to-end pipelines integrating Spark and Tableau.
· Created CloudFormation Templates (CFTs) for infrastructure migration and automated EMR cluster setups using Python-generated templates.
· Utilized AWS services such as Athena, Redshift, Glue, and Glue Data Catalog for ETL, data governance, and schema management.
· Implemented batch and streaming ETL jobs with Spark and PySpark, processing data from RDBMS and streaming sources.
· Developed high-performance stored procedures in Teradata, SQL Server, and Oracle for data validation, transformation, and financial reporting.
· Optimized large datasets with Spark SQL on AWS EMR and managed data workflows using Terraform for EMR cluster provisioning.
· Migrated data to AWS S3, automating processes with Python scripts, Lambda functions, Glue, and Step Functions for seamless ingestion and event handling.
· Created Spark jobs on Databricks for data cleansing and analysis, leveraging Azure data storage for insights.
· Streamlined real-time data streaming with Kafka, Spark Streaming, and managed OLTP/OLAP models using Erwin.
· Automated data workflows using Oozie, Cron jobs, and Apache NiFi, while enhancing data migration and transformation with Informatica Designer.
· Wrote unit tests for Spark in CI/CD pipelines, utilized version control tools like GitHub, and developed Terraform modules for AWS Lambda serverless solutions.
· Managed Oracle databases with GoldenGate for real-time synchronization and led multi-platform data migration projects with a focus on consistency and integrity.

Client: Digiview Technologies, India
Role: Data Engineer                                                                                                    May 2016 to Sep 2017

Description: A leading global electronics repair and service provider to many of the world's largest Tech, MedTech & Telecom companies.

Responsibilities:
· Collaborated with developers, analysts, architects, business users, and project managers to analyze system requirements and coordinate software deployment strategies.
· Collaborated with developers, analysts, architects, and business users to analyze requirements and coordinate software deployments.
· Developed and supported ETL processes in Informatica Power Center 10.x, utilizing transformations like Source Qualifier, Lookup, Aggregator, and Router.
· Designed and optimized SQL and PL/SQL procedures, functions, triggers, and advanced queries for efficient data handling.
· Provided back-end support for Tableau and Power BI reports, ensuring accurate and reliable visualizations.
· Utilized Teradata utilities (Fast Load, Multi Load, BTEQ) and Control-M for efficient data loading and scheduling.
· Extracted data from diverse sources like Salesforce, DB2, and flat files, using Snowflake schemas for integration and performance optimization.
· Implemented ETL processes with Microsoft BI tools (SSIS, SSAS, SSRS) to streamline data workflows.
· Designed Tableau dashboards blending multiple data sources with dynamic filter actions for enhanced visualization.
· Actively participated in Agile practices, including sprint planning, stand-ups, and retrospectives, to ensure project alignment.

EDUCATIONAL DETAILS:  JNTUK -    Bachelor’s in Mechanical Engineering- June 2012 - April 2016
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